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order of magnitude is realized for conservative error bounds with a fixed timestep integration scheme. A
discussion is presented on the open-source software developed to facilitate future research using multi-

body dynamics with molecular dynamics.
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1. Introduction

Simulations of the dynamics of biomolecular and polymeric sys-
tems are usually characterized by very complex energy surfaces and
large conformational spaces. Consequently, there are two fundamen-
tal computational challenges which have limited the scope of molec-
ular dynamics (MD) simulations. The first challenge is associated
with the spatial size of these systems which makes the calculation
of interactions a computationally expensive step in the simulations.
The biomolecular or polymeric systems of interest typically contain
large number of interaction sites (or atoms) and these systems can
span hundreds to many thousand degrees of freedom (n).

The calculation of the interaction forces between these sites is
a many body problem which traditionally scales as O(n2). Meth-
ods such as [1-3] have been proposed that reduce the cost of this
calculation. Although these methods reduce the cost of the force cal-
culations, considering the large value of n, this calculation is still
computationally expensive and it accounts for most of the compu-
tational cost of a simulation.

The second challenge is associated with the diverse frequency
content of the system and the large temporal domains that con-
tain the phenomena of interest. As the integration step size is
inversely proportional to the highest frequency content of the
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system, a MD simulation of a fine scale system typically prop-
agates with an integration timestep of only subfemtoseconds.
Consequently, the state-of-the-art long simulation ranges from
nanoseconds to micro-seconds of real time. Many phenomena of
interest occur in longer temporal scales ranging from milliseconds
to several seconds.

The methods aimed at reducing the computational complexity
of MD can be broadly classified into two classes. The first class of
methods are those that aim at reducing the complexity of calculating
the interaction forces between different elements in a system by re-
parameterizing the nature of the force fields [3—6]. These methods
have typically focused on producing estimates of the forcing terms,
with acceptable accuracy, at greatly reduced cost. The second class of
methods is aimed at constraint imposition to truncate the frequency
spectrum of the system to allow larger temporal integration step
sizes. The different methods that fall under this class include the
following.

Constrained dynamics using explicit constraints [7—10]: The explicit
constraints are coupled with the equations of the unconstrained sys-
tem resulting in a set of differential-algebraic equations (DAEs) (dif-
ferential equations of motion and algebraic constraint equations).
While representative methods such as SHAKE [7], and others [8—10]
have been successfully used, the cost and numerical issues involved
in iteratively solving the DAEs can be challenging for larger systems
and different types of constraints.

Constrained dynamics using implicit constraints [11-13]: This
family of methods is commonly called internal coordinate MD. They
satisfy the constraints exactly and implicitly through the use of gen-
eralized coordinates. The solution of the heavily coupled equations
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of motion can be computationally expensive unless intelligent,
efficient schemes are employed. Reduced computational order al-
gorithms [15—18] have been proposed to reduce the cost of these
methods. They use special manipulations to decompose and solve
the equations of motion in particular efficient ways (at least for sys-
tems involving many generalized coordinates), thus avoiding much
of the very costly linear algebra.

Multirate temporal integration [18—24]: These methods exploit the
multiscale character of biopolymer motions. In what is known as
multiple time-scale (MTS) schemes [25] a hierarchy of timesteps
is introduced instead of the traditional single timestep. The idea
is to take advantage of the terms in the biomolecular Hamiltonian
that vary more slowly than other terms. Appropriate timesteps are
assigned for the different terms.

Eigenvector (modal)-schemes [26—31]: These schemes use normal
modes (free vibration modes), which are obtained from the diag-
onalization of the Hessian matrix (second derivative of the poten-
tial). These modes are used to describe global deformations around
a local minimum on the molecular potential energy surface. While
these methods allow for a potentially large integration step size, the
associated linearization and assumption of modal superposition can
restrict the efficacy of these methods.

Implicit integration schemes [32—34]: Implicit integration schemes
are interpolative in nature, and thus may take much larger stable
timesteps than explicit integration schemes which are extrapola-
tive. Compared to explicit integration methods, implicit integration
schemes are more expensive as they usually require the solution of a
set of coupled algebraic equations. These non-linear systems of equa-
tions may be expensive to solve, thereby offsetting any gains made
by larger timesteps. Further, the damping introduced by the implicit
schemes may pose a problem in maintaining the micro-canonical
conditions of the ensembles.

In this paper, a methodology is presented for coarse-grained
molecular dynamics (CGMD) simulations by selecting and combin-
ing several existing algorithms from different fields of application.
Coarse-grained models of molecular systems are developed by im-
posing constraints that curtail the frequency spectrum, thereby al-
lowing for a larger integration step size. The coarse-grained models
of the systems are in the form of articulated multirigid body sys-
tems. This method uses efficient multibody dynamics algorithms for
solving the equations of motion of constrained MD systems in linear
complexity. It uses generalized coordinates and imposes the holo-
nomic constraint implicitly and exactly, not just to integrator toler-
ance. A two-step iterative integration scheme is used for temporally
advancing the states. This scheme requires only one system wide
force calculation and takes into account the velocity-dependent gy-
roscopic and Coriollis forces. The method uses Cartesian force fields
and gains from the computational savings obtained from using ef-
ficient force field calculation schemes such as Ewald sum and the
P3M methods [1,2]. The use of efficient multibody dynamic algo-
rithms coupled with efficient and highly parallelizable force field
calculations is a novel research effort and results in a highly efficient
computation method for constrained MD. Two different schemes for
constraint imposition are used, viz holonomic distance (and/or) angle
constraints as well as aggregation. In the case of holonomic distance
constraints, the atomistic representation of the system is retained.
However, in the aggregation model, the system is coarse grained into
clusters, where each cluster may contain more than one atom. This
method is implemented in a C+ + object oriented open-source soft-
ware developed by coupling together the highly parallel MD software
LAMMPS (Large-Scale Atomic/Molecular Massively Parallel Simula-
tor) [35] and the efficient multibody software POEMS (Parallelizable
open-source Efficient Multibody Software) [36]. The original contri-
butions of this manuscript are (i) the development and validation of
the multibody dynamics based method for CGMD simulations and
(ii) the development of a research code that embodies this method.

2. Method overview

A number of efficient algorithms and models have been syn-
ergistically combined together to form a method to facilitate sub-
structured MD simulations. In this method two key aspects, efficient
calculation of molecular interaction and efficient solution of multi-
body equations of motion, have been seamlessly integrated with
various aspects of MD simulation protocols. The method supports a
whole host of interaction potential fields used for modelling molec-
ular systems. Similarly, the method builds on efficient multibody
algorithms such as the O(n) method [43] and the generalized im-
pulse momentum algorithm [45]. The systems studied are coarse
grained into articulated system of rigid bodies. As evidenced from
the various systems studied, this coarse graining eliminates the high
frequency dynamics of the system thereby allowing for a larger inte-
gration timestep. This results in significant reduction in the overall
computational cost of the simulations.

In this method, the systems of interest are coarse grained into
different hierarchies of reduced order models that are subject to
implicit constraints. The reduced order models and the constraints
eliminate the high frequency components of the system dynam-
ics and allow for a stable, large integration timestep. There are
two different representations of the reduced order models, both
of which are in the form of an articulated multibody system. The
kinematic model used here enforces the constraints implicitly, ex-
actly and non-iteratively using the topological information and gen-
eralized (relative) coordinates, thereby reducing the computational
complexity.

The first category of models is obtained by imposing holonomic
distance-dependent constraints between the interaction sites. The
fully atomistic representation of these systems consists of interac-
tion sites connected to each other by stiff springs. In the reduced
order model, the axial stiff spring is replaced by a constant length
massless rigid link. Each link and the next interaction site it is
attached to is treated as a single body with a point mass and negligi-
ble moments of inertia. Successive bodies are connected to their in-
ward bodies by kinematic joints allowing only rotational degrees of
freedom.

The second category of models is obtained by aggregation where
a large number of discrete interaction sites are constrained to move
as an articulated system of coupled rigid bodies. Each rigid body
consists of a number of interaction sites that are coupled together to
move as a rigid body. Two rigid bodies are coupled when they share
a common interaction site. This common interaction site is treated
as a kinematic joint location. The relative motion between two rigid
bodies is modelled using joints that allow relative rotational motion
and constrain out the translational motion. The relative rotation be-
tween bodies in an articulated model is modelled using Euler pa-
rameters to avoid any singular configurations. The dynamics of these
reduced order models is simulated using the efficient multibody dy-
namics algorithm described in Section 3.

Among the systems studied using this method, the periodic
boundary condition has been used extensively in the simulation of
explicit water, alkanes and other polymer simulations. The protein
simulations are carried out using the shrink-wrap boundary con-
ditions where the simulation box is non-periodic and the position
of the face is set so as to encompass the atoms in that dimension
(shrink-wrapping), no matter how far they move.

In this method, the system description is concurrently main-
tained using two sets of coordinates viz generalized coordinates and
Cartesian coordinates. The system is represented in generalized co-
ordinates to describe the kinematics and dynamics of the reduced
order models. The generalized coordinates describe the relative
orientation and displacement of the reduced order models. The
underlying multibody dynamics algorithm also generates the fully
atomistic representation of the system in Cartesian coordinates at
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negligible cost. This representation is useful in calculating the in-
teraction forces and in implementing the boundary conditions.
These Cartesian coordinates reflect the true positions of the sys-
tem entities and as the system moves, these positions may be
outside the simulation box. If forces are calculated based on these
true positions, they will not reflect the periodic boundary condi-
tions. To model periodic boundary conditions, in this method the
Cartesian coordinates are modified using simple geometric formu-
lae [44] to generate the positions of the images which are inside
a simulation box. Forces are then calculated from these modified
coordinates using the Cartesian force fields. Under the periodic
boundary conditions, the forces acting on the system entities are
exactly equal to the forces acting on the images. Hence the forces
calculated based on the image locations can be used in conjunc-
tion with the articulated body description of the system to solve
the equations of motion without having to modify the generalized
coordinates.

This method can accommodate both explicit and implicit water
models such as Solvent Accessible Surface Area model and the gen-
eralized Born model. The implicit solvent models introduce an aug-
mented state-dependent potential and hence are uncoupled from
the generation and solution of dynamic equations of motion. In ex-
plicit water models, each water molecule is modelled as a single free
floating rigid body.

In this work, initial atomic positions for biomolecular simulations
are obtained from the protein database (www.pdb.org). Bulk mate-
rial initial coordinates for small molecules were generated on a reg-
ular lattice and subsequently melted and adequately equilibrated.
Initial atomic velocities were randomly generated from the Gaussian
distribution for the desired simulation temperature.

In this method, the mass properties and the initial state of the
system are derived from the fully atomistic model. For the reduced
order models, the mass, position of the center of mass and the ve-
locity of the center of mass of any rigid body are generated from
the properties of all the atoms that are aggregated into that rigid
body. An eigenvalue problem is formulated and solved to generate
the temporally invariant principal moments of inertia and the as-
sociated directions which form an unambiguous set of body fixed
basis vectors. This process gives the properties of each body in the
reduced order model as a set of uncoupled rigid bodies.

The generalized coordinates are easily generated from the rela-
tive translation and orientation of successive bodies. However, the
generation of initial velocities is tricky. Unlike an atomistic formu-
lation, where the velocities are uncoupled, in the articulated model,
there exists a recursive relation between the velocities of successive
bodies. Hence these cannot be directly generated from a random
distribution.

The initial atomistic model of the system is converted to the
articulated model by simultaneously and instantaneously imposing
a number of kinematic constraints on an initially uncoupled system.
The imposition of the constraints is modelled as the application of
impulsive loads at each joint. These impulsive loads instantaneous
and simultaneously eliminate the high frequency system dynamics.
This results in a change in the degrees of freedom and discontinuous
jumps in the generalized speeds.

However, as the articulated bodies in the reduced order model
are kinematically coupled, the calculation of these impulsive loads
and the subsequent effect on the system momentum is not triv-
ial. This method calls upon a generalized impulse momentum algo-
rithm [45] to calculate these impulsive loads and the resulting gen-
eralized speeds of the reduced order model from the velocities of
the fully atomistic model. This algorithm ensures that the general-
ized momenta [37] of the system is conserved and results in correct
physical behavior of the system after the constraints are imposed.
The computational complexity of this algorithm scales linearly and

logarithmically with the number of generalized coordinates in the
system in serial and parallel implementation, respectively.

For the systems studied in this work, the Lobatto IIl a-b parti-
tioned Runge—Kutta integration scheme [46] has been used. It is a
second order method which iteratively calculates the velocities at
the half step. The iteration quickly converges in one or two steps.
The method efficiently accommodates the velocity-dependent iner-
tial forces as the velocity is being calculated at the half step. The
Lobatto integration scheme requires one force field calculation per
integration step and allows for a fairly large timestep with good en-
ergy conservation over long durations of simulation. It does not in-
clude any excessive data storage problems. Numerical experiments
showed that the energy conservation characteristics of the Lobatto
integrator is better than the Runge—Kutta and Verlet schemes. How-
ever, a small drift can be noticed over time and needs to be corrected
by resetting the momentum of the center of mass to zero. The inte-
gration scheme proceeds as below where (1) is the half step iterative
velocity propagation step with initial guess (2), while (3) and (4) are
the full step position and velocity propagation.

V(t + At/2) = v(t) + At/2 % a[x(t), v(t + At/2)] (1)
VO(t + At/2) = v(t) + At % alx(t), v(D)] (2)
X(t + Ab) = X(8) + At % V[t + At/2] (3)

V(t + At) = v(t + At/2)
+ At/2 = alx(t + Abt), v(t + At/2)] (4)

alx(t), v(t + At/2)] implies that the acceleration is a function of x and
v evaluated at instances t and (t + At/2), respectively.

The use of appropriate force fields for biomolecular systems is es-
sential for generating valid simulation results and this method builds
on the progress made in the developments of empirical force fields.
The forces can be classified into two types, bonded and non-bonded
forces. The bonded forces include the bonds, angles, dihedrals and
impropers. These forces are usually responsible for generating the
high frequency localized motion of the atoms or interaction sites.
In this method, within each component body, all the atoms or in-
teraction sites that comprise the component body have no relative
displacements and the forces on these do not change. Consequently,
the bonded forces are eliminated and are not accounted for in the
model.

The non-bonded interactions include Coulombic and Lennard-
Jones forces. While using a rigid-body model, the sum of all non-
bonded forces arising between interaction sites within a component
body go to zero because of equal and opposite actions. However, the
non-bonded forces between the interaction sites in different bodies
have to be accurately calculated.

In the calculation of non-bonded forces, there arise two different
approaches, both of which can be encompassed in the method. In
the first approach, the fully atomistic force fields are retained and
all the interactions between the interaction sites that are not on the
same body are explicitly calculated. This is computationally expen-
sive, but compared with the fully atomistic case, there are still con-
siderable savings as interactions between sites on the same body are
not calculated. The extent of computational efficiency scales with the
size of the coarse-grained entities i.e. number of interaction sites per
coarse-grained body. There are several different procedures for ef-
ficiently calculating the non-bonded interactions and recent reports
of gain in efficiency [47] are encouraging. Notable improvements in-
clude faster non-bonded electrostatics calculations via meshing [1,2],
and use of tabulation and bitmapping schemes [48], some of which
[35] are accommodated in the method.

The second approach is based on powerful, yet simple, approaches
for deriving CGMD force fields from atomistic force fields [4—6]. The
most exciting among these is the multiscale coarse-graining method,
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which relies upon a force matching procedure, and easily transitions
between quantum, atomistic and CGMD scales. The method obtains
CGMD effective pairwise interactions between groups of atoms from
short atomistic simulations that use well-parameterized biomolec-
ular force fields. These force fields reduce the number of interaction
sites and the resulting coarse-grain models have one interaction site
per coarse-grained entity.

From the perspective of the method discussed here, the calcula-
tion of the interaction forces is a state-dependent term and does not
represent a coupling in solving the dynamics equations. All and any
of the different force calculation strategies can be accommodated
in the method. The calculation of the force fields and the methods
for generating and solving the equations of motion are independent
from each other and can function as completely uncoupled algo-
rithms. The first approach discussed above has been used for the
systems simulated in this work.

As described above, this method of substructured MD is based on
the central idea of implicit imposition of constraints and the use of
multibody dynamics algorithms in MD simulation protocols to effi-
ciently simulate molecular systems. The method is obtained by inte-
grating various existing algorithms, some of which were developed
for application in a completely different field. The novelty of our
work is in the integration of state-of-the-art techniques from differ-
ent fields to propose an efficient solution to the important problem
of computational efficiency of biomolecular simulations. The method
embodies the benefits of efficient force calculation using efficient
methods such as [3-6] and efficient algorithms for dynamics simu-
lation such as [41,43,45]. The next section presents a brief overview
of the multibody dynamics algorithm [41,43] which is central to this
work.

3. O(n) algorithm overview

This algorithm [41,43] uses the projection method as promoted
by Kane and others [37] and uses internal coordinates instead of
the Cartesian coordinates to formulate and solve the equations of
motion. Formulations of this type [38—42] have been in use for a
number of years for macroscopic problems such as vehicle dynamics,
robotic, etc. A generic discussion of the particular method used in
this work is provided here for the readers' convenience. While the
discussion is limited to a systems in chain topologies for ease of
explanation, the method is equally applicable for generic tree (or
branching) topologies.

The algorithm begins by generating a topology or connectivity
map of the system in terms of relative coordinates, joints and body
fixed reference frames to form kinematic serial chains or tree topolo-
gies. Consider the parent—child notation associated with the descrip-
tion of an arbitrary set of interconnected rigid bodies shown in Fig. 1.

Dist[i]-

body k

Fig. 1. Notation associated with an arbitrary set of interconnected rigid bodies.

The parent body Pr[k] is connected to its child body k through joint
k, via joint points k= and k* which reside in bodies Pr[k] and k,
respectively. The set of bodies, Dist[k], in the system topology which
are downstream from body k (away from the base) are referred to
as the distal or child bodies of the body k. The position vector s
locates joint-k relative to the mass center of body Pr[k], while the
position vector ¥ locates the mass center of body k with respect
to the outward end of this same joint. The position of child mass
center k* relative to proximal mass center Pr[k]* is described by the
vector K.

The angular velocity of any body k and the translational velocity
of its associated mass center k* with respect to the Newtonian ref-
erence frame N, may always be written in terms of the generalized
speeds as

n
ok =3 ofur + of (5)
r=1
s« n s« ~
AN YR VTR Vi (6)
r=1

In these expressions wk and vk are termed the rth partial angu-
lar velocity of body k and rth partial velocity of point k* with respect
to the reference frame N. These quantities may be thought of as ba-
sis vectors for the space of admissible system velocities and angular
velocities, while the associated generalized speeds are the velocity
space measure numbers. Additionally, the terms wf and vf* appear-
ing in Eqgs. (5)—(6) are referred to as the angular velocity remainder
term of body k and velocity remainder term of point k* with respect
to the reference frame N. These quantities are most often associated
with specified/prescribed motion, and thus are not associated with
the time derivative of a generalized coordinate.

In spatial form, the velocity, partial velocity and velocity remainder
term matrices are represented as

k k k
ok (] K () K w
v =[!k*] zr‘:[ﬁ*] and ﬂt‘:[!,g&] ™

With these matrices so defined, Eqs. (5) and (6) may be expressed as

n
vk ks vt =3 Phur+ 1% (8)
r=1
Similarly the generalized acceleration matrix of an arbitrary body k
[41,43] can be represented as

Nk _
k= [N;k*] =+ 9)

where g" is also be divided into two portions. One is i", which
contains all terms which are explicit in the unknown state deriva-
tives u and the other is the acceleration remainder term Jf’t(, which
represents all of the state-dependent acceleration terms (gyroscopic,
Coriollis and/or prescribed).

The basic recursive O(n) algorithm for performing forward dy-
namics simulation consists of three principle steps, or "sweeps" of
the system topology.

Kinematics sweep: The kinematics sweep starts at the base body
and works outward to the tip while recursively using the kinematic
relations to generate the partial velocities, transformation matrices,
translational and rotational velocities and state-dependent acceler-
ation terms in the body basis. With the generalized velocity, gen-
eralized acceleration and generalized acceleration remainder term
matrices as represented above, it is possible to compactly repre-
sent the recursive relationships necessary for determining all system
kinematic quantities. As has been demonstrated in [41] we have

A [ L A T T R (10)
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and
A = (TP P+ ot (11)

The quantity g" appearing in Eqs. (10)—(11) is the basis consis-
tent linear transformation matrix

" ﬁk igk,yk
S = P (12)
U

Within this expression @* = Priklgk is the direction cosine matrix
which relates the body k basis vectors to those fixed in its parent
body Pr[k]; 0 is a 3 x 3 zero matrix; and Zli is the skew symmetric
matrix equivalent to the vector cross product operation y¥ x.

The body k generalized inertia .9 k and the body k generalized force

Z * matrices are defined as

k/k*

) 0
sk = [ v } (13)
- 0 Mg
o T — (KK ok ok (/K" ok (14)
- Rk _ Mkak

AN Ma; 6x1

Within these expressions, 1"/ K" is the 3 x 3 inertia matrix of body k
with reference to its center of mass and M" is the diagonal matrix
whose diagonal elements are equal to the mass of the body. By
comparison I" and Bk represent the resultant of all moments and
forces, respectively, acting on body k through its center of mass k*.

Triangularization sweep: The triangularization procedure works
recursively inward (tip to base) to compute the articulated inertia
mass matrix .#' § and the articulated generalized active force % ’§
expressed as

F-gki Y P (15)
jeDistk]
F-7t, Y T (16)
-1 3
jeDist[k]

where Dist[k] is the distal (children) set associated with body k. The
triangularization operator .77 and the basis consistent shifting op-
erator .9 used in (15)—(16) are defined as

T — (T {U— J}iﬂ@;(@;ﬂ} (17)
]

_[¢ 01 [U Y,

y]:[o ‘6]] [o U} (18)

The quantity .#}, is also given by
My =P ISP (19)

Back-substitution sweep: At the base body, information associated
with an entire set of outboard bodies has been accumulated and is
explicitly available such that the equation .#qil; = Q}Fl can be
isolated and yields the solution of ;. The solution for #; is then
substituted into the next equation to solve for ;. Proceeding in this
manner, a generalized function expression for the solution of each
generalized acceleration i is given as follows:

@O

uk _ i[Fk 7Ik (yk)T M’(f]] (20)
z///k

with .7k computed from

ﬂk _ (yk)Tﬂk—] + yllzuk (2‘1)

Thus, with the recursive inverse sweep using Eq. (21), the accel-
erations and the state derivatives of the system can be calculated,

thereby solving the equations of motion. As is apparent, the algo-
rithm uses recursive sweeps and efficient manipulations to gener-
ate and solve the equations of motion of the multibody system. For
further details of this algorithm, refer [41,43].

4. Software development

The two research codes used in this work were the classical MD
package LAMMPS [35] and the multibody dynamics software POEMS
[36]. Both these codes were separately developed by the authors and
as a part of this effort were integrated together for CGMD simulations
using multibody methods. LAMMPS is distributed freely as open-
source software under the GPL. POEMS is also open source, with a
BSD-style license. The two codes have different functions which for
the work discussed in this paper are complementary.

LAMMPS models an ensemble of particles representing an
atomic, polymeric, biological, metallic, or coarse-grained system
using a variety of force fields and boundary conditions. It runs ei-
ther in serial or as a distributed-memory parallel program, dividing
atoms across processors by spatially partitioning the simulation box.
LAMMPS implements various force fields, including the commonly
used CHARMM [61,62] and AMBER [63] force fields for biological
molecules, and Ewald or particle-mesh solvers for long-range elec-
trostatics of systems with charged particles. Details of LAMMPS
capabilities and simulation results are discussed in [35].

POEMS is a multibody dynamics code which models the dynam-
ics of reduced order or coarse-grained systems. It was designed to
efficiently simulate systems with large numbers of articulated rigid
bodies. It contains libraries with different dynamics formulations for
efficiently generating and solving the equations of motion of articu-
lated systems as well as different time integration schemes such as
Runge Kutta 4-5, Verlet and Velocity Verlet and the Lobatto Partitioned
Il a-b Runge Kutta 4-5 schemes.

Currently POEMS has three algorithms for solving equations of
motion of articulated multirigid body systems including a traditional
0(n3) complexity solver based on Kane's method [37], an O(n) com-
plexity recursive solver [43] and an O(log(n)) complexity [64] solver
for parallel implementations. POEMS also contains an implementa-
tion of a generalized impulse momentum formulation for correct
kinematic coarse graining of reduced order models. This is a novel
feature that enforces the correct initial conditions required to pre-
serve the essential dynamics of the systems, allowing smooth tran-
sitions between models of different resolutions.

To model the problems discussed in this paper, LAMMPS and
POEMS were coupled together as described below. The C + + object
oriented nature of the two codes facilitated an easy coupling between
them.

LAMMPS was used as the driver or parent code, calling POEMS
as a library at the appropriate points within each MD timestep. The
problem definition (atoms, molecular topology, force fields for pair-
wise and bond/angle/dihedral/etc. interactions) was formulated as
LAMMPS input. LAMMPS allows new C + + classes to be added to
the code which define operations to be invoked at prescribed points
within a timestep. Parameters controlling these operations can be
specified in the input script that runs a simulation. A wrapper around
the POEMS library was written that became one of these classes. Ar-
guments to the corresponding input command specify which atoms
should be grouped and treated as rigid bodies. Atoms common to
two or more rigid bodies are connection points between the bod-
ies, so that the collection of rigid bodies forms one or more ar-
ticulated bodies with interior joints from the POEMS perspective.
This topology information is passed to the POEMS library during a
setup phase before a dynamics run is launched, along with other
needed information, such as the total mass and inertial moments of
each body.
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LAMMPS identifies atoms
in different rigid bodies

LAMMPS develops mass
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Fig. 2. Flow chart of the LAMMPS-POEMS coupling.

LAMMPS and POEMS both use a two-step temporal integration
scheme with the same half step and full step integration timestep.
LAMMPS uses a Velocity-Verlet scheme for atoms in the system that
are not part of rigid bodies (e.g. solvent molecules) while POEMS
uses a Lobatto scheme for the rigid bodies. Consequently, the new
wrapper class is invoked three times during any integration step in
the simulation.

To begin an integration timestep, POEMS solves the equations
of motion of the articulated multirigid body system and takes the
first half step accounting for the joint constraints, and updates the
position, velocity, orientation and angular velocity of each body.
LAMMPS also takes a half step and updates the position and veloc-
ities of atoms that are not in the rigid bodies. POEMS calls on the
wrapper class to pass the updated information for the rigid bodies
to LAMMPS. LAMMPS uses this information to update the positions
and velocities of the atoms in the rigid bodies. Based on these new
atomic positions, LAMMPS calculates the forces on each of the atoms
in the system. The new class sums these forces over the atoms in
each rigid body to compute the net force and torque on each body.
We note that the calculation of forces between atoms within a single
body (intra-body forces) can be turned off by appropriate settings
in the LAMMPS input script to save computation, since they do not
contribute to the external force or torque on the body. This can be
a significant savings for rigid bodies containing a large number of
atoms. The wrapper class is then invoked for a second time when
LAMMPS updates the forces and torques on the rigid bodies in PO-
EMS. POEMS once again solves the equations of motion of the artic-
ulated system using the new forces from LAMMPS. It then takes the
remaining half step of the two-step integration scheme and updates
the translational and angular velocity of the bodies while maintain-
ing the joint constraints. LAMMPS also takes the half step and up-
dates the velocities of the atoms in the system that are not in the
rigid bodies. The wrapper class is then invoked for the third time
when POEMS passes these updated velocities of the rigid bodies to
LAMMPS. Using this information, LAMMPS updates the velocities of
the atoms in the rigid bodies. Thus from the LAMMPS perspective,
the atoms in bodies maintain their rigid form with respect to each
other, and their motion is properly constrained by the defined joints.
Fig. 2 summarizes the coupling between the two codes.

All the operations on atoms in this formulation occur in parallel,
since the atoms in rigid bodies are distributed across processors by
LAMMPS. This includes the computation of body forces and torques
and the resetting of atom positions and velocities after POEMS per-
forms its integration. Currently POEMS operates in serial to generate
and solve the equations of motion of the constrained system and
the temporal integration using the Lobatto scheme. This means each
LAMMPS processor passes a list of properties for all rigid bodies de-
fined in the entire simulation domain to POEMS and each processor
duplicates the serial POEMS calculation. For simulations we have run
thus far, this has not been a bottleneck, since the dominant portion
of the overall dynamics calculation is in the MD which scales with
the number of atoms, not the number of bodies. The POEMS library
and the wrapper class are now distributed with LAMMPS which can
be downloaded from the LAMMPS website [35].

5. Applications and results

This section describes the systems simulated using this method
and presents the results of the simulations. The validation of the
simulations is obtained through monitoring the stability of the sim-
ulations in conserving energy in micro-canonical (NVE) ensembles,
generating thermodynamic properties comparable to atomistic sim-
ulations, or by studying the conformational motion of the system.
The initial position data for water, alkanes and polymer systems were
generated on crystalline lattices and subsequently melted and equi-
librated at the desired temperature and pressure. The computational
savings achieved by this method are discussed in the next section.

5.1. Explicit rigid water

Simulation of 1369 rigid water molecules was the first simple
test that was conducted to examine the validity of the new multi-
body dynamics simulation capabilities. The TIP3P model of water
was used and the box of water molecules was equilibrated by con-
stant pressure (NPT) simulation with a set point at 308 K and 1 atm.
Three different test cases were run and the results were compared
to validate the method without consideration for computational
efficiency. The first test used a rigid water simulation using the
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implementation of the SHAKE algorithm in LAMMPS. The second
test case used rigid water model in Cartesian coordinates using tra-
ditional Newton—Euler formulation. The third used the method dis-
cussed in this paper using generalized coordinates to model rigid
water molecules. All three test cases were performed in the NVE en-
semble using a 2-fs timestep and full long-range electrostatics, with
the Lennard-Jones interactions switching smoothly to zero between
8 and 104.

Averages and standard deviations of temperature, pressure, Ki-
netic energy and potential energy for the three test cases are shown
in Table 1. Good agreement between all three test cases is demon-
strated for each of the thermodynamic properties. Note that the large
fluctuations in pressure are typical of liquid simulations of this size.
The trajectories from the three test cases are not expected to be
identical, but the same phase space is being explored as is evidenced
by the good statistical agreement in thermodynamic properties. Vi-
sual comparison of the trajectories showed very minor difference
in trajectories obtained from the three methods, with a minor drift
observed due to slight differences in temporal integration.

Table 1

Thermodynamic properties of box of rigid TIP3P water molecules.

Method T (K) P (atm) KE (kmol) PE (kmol)
SHAKE 307 +£1 215 £ 104 2501 + 11 3246 + 11
RIGID 306 + 1 31+ 185 2493 + 9 13239+ 9
POEMS 307 £ 1 137 £ 128 2503 + 21 13248 + 20

Note: T (temperature), P (pressure), KE (kinetic energy), PE (potential energy). SHAKE,
RIGID and POEMS correspond to different methods in LAMMPS.

Body B

Fig. 3. Alanine dipeptide molecule with two 4-atom peptidic groups modelled as
rigid bodies as shown. Carbon is shown in cyan, nitrogen in blue, hydrogen in white
and oxygen in red.
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5.2. Alanine dipeptide

The next system that has been tested is alanine dipeptide as
shown in Fig. 3. Note that CH3 groups are modelled as single interac-
tion sites and both planar peptide groups are modelled as rigid bod-
ies, as shown in the figure. This system is small and simple enough
to afford easy comparison with an atomistic model.

Even with this reduced model, the expected conformational
motion of the molecule is observed. At 300K, alanine dipeptide tran-
sitions between two distinct conformations: the C5 conformer (de-
fined here as ¢ =—140430 and {y=140+30) and the C7eq conformer
(¢ =-80=+30 and y = 80 £ 30). The system was modelled using the
CHARMM 19 force field in implicit solvent (distance-dependent di-
electric). Lennard-Jones and Coulombic interactions were smoothly
switched to zero between 7 and 7.5 4. Nanosecond-long simulations
were performed of both systems using a 1fs timestep.

Relative populations of the two conformers as well as transition
rates between them for both the atomistic and rigid-body models
were computed, as shown in Fig. 4. The plot for the rigid-body model
is on the left and the plot for the atomistic model is on the right. The
computed C5/C7eq ratio was 0.269 for the atomistic model and 0.362
for the rigid-body model. Transition rates were 0.399 and 0.488 ps—1,
respectively. While there is a difference between the values, overall it
can be concluded that there is good agreement between the atomistic
and rigid-body models for alanine dipeptide and in agreement with
results in [46].

5.3. Alkanes

Three simulations of boxes containing 216 chains of alkanes each
of chain lengths 8, 16 and 32 were simulated using periodic bound-
ary conditions in an NVE ensemble. The united atom TraPPE force
field was used in these simulations. The axial vibrations of the beads
were constrained by modelling the stiff carbon—carbon bonds as
fixed length massless rigid links. This rendered the model as articu-
lated chains of point masses connected by rigid links and kinematic
joints. Three different timesteps (1, 2 and 3fs) were used to run
1ns simulations. While the simulation of water was used to vali-
date the modelling approach for discrete rigid bodies, this example
was used to simulate the bond constrained model. Stable simula-
tions were achieved with good energy conservation with an increase
in timesteps by a factor of 4—6.

Table 2 shows the thermodynamic properties of the systems cal-
culated at different timesteps. The thermodynamic properties were
calculated at every 200fs and the average and standard deviations
in temperature, kinetic, potential and total energies are shown.

@
[
kS
>
-60 -
20 -
Y —
80 120 60 O 60 120 180
¢ (deg.)

Atomistic Model

Fig. 4. Ramachandran plots from alanine dipeptide simulations.
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Table 2

Thermodynamic properties of box of alkanes.

Test-case T (K) E (kmol) KE (kmol) PE (kmol)
Octane 1fs 119+ 5 —100 + 2.5 617 + 24 —720 + 26
Octane 2fs 121 £5 —-101 £ 2 628 + 24 —730 + 26
Octane 3fs 122 +5 -100 + 3 630 + 23 —731 £ 23
16-mer 1fs 155+ 6 928 + 4 1600 + 63 —671 + 66
16-mer 2fs 154+ 6 933 £2 1588 + 63 —654 + 63
16-mer 3fs 155+ 7 951 + 20 1602 + 75 —650 + 62
32-mer 1fs 248 + 4 7078 + 2 5125 + 74 1942 + 74
32-mer 2fs 255+ 5 7261 + 142 5255 + 111 2006 + 74
32-mer 3fs 260 + 7 74255 + 206 5338 + 150 2087 + 75

Note: T (temperature), P (pressure), KE (kinetic energy), PE (potential energy).
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Fig. 5. Diffusion coefficients from long time-scale alkane simulations as computed
using the Einstein formula.

Good agreement between all three test cases is demonstrated for
each of the thermodynamic properties. The variation in tempera-
ture is low and in all three cases retains an average value. The to-
tal energy of the systems is expected to be conserved. However, as
a non-symplectic integrator is used, variations are observed in the
total energy. The energy conservation is much better at the lower
timestep, and the variations increase with higher timesteps. With a
3fs timestep, the variation in energy is only about 2% for the 1ns
simulation. This variation is an acceptable variation [44].

Fig. 5 shows diffusion coefficients as calculated by the Einstein
formula. It is plotted on a logarithmic scale against molecular weight.
The values calculated for three different timesteps are shown and
there is good agreement between the three. The calculated values
of the coefficient of self-diffusion are in agreement with the results
presented in [49].

5.4. Polymer melts

The bead spring model of the polymer chains is replaced by an
articulated body model made of beads connected by massless rigid
links, thereby constraining the inter-bead axial vibration. The con-
nection of successive links to beads is modelled using kinematic
joints and relative degrees of freedom. This system is again an ex-
ample of the bond constrained system.

The system consists of 32 polymer chains and each chain has 16
beads. The interaction between the beads is modelled as non-bonded

350 T T T T T

L Total Energy

300 E

250 E

200
Kinetic Energy
150 + -

100 %

g | Potential Energy |
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D 1 1 1 1 1
0 1 2 3 4 5 B
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Fig. 6. Energy conservation over long temporal scales.

inter-atomic interactions, by using the normalized Lennard-Jones
pairwise potential. The system is modelled under periodic boundary
conditions and as a constant energy ensemble. For the simulations
discussed here, the simulation box is a cube and the material packing
fraction is maintained at about 0.85.

Fig. 6 shows a plot of the kinetic, potential and total energy of the
system over long temporal scales for a constant energy ensemble.
In the figure, a drift in the total energy can be observed. However,
the drift is small, the ratio of standard deviation to mean value is
only about 0.63%. By eliminating the high frequency axial vibration
of the beads, an increase in the timestep by an order of magnitude is
obtained.

A few critical structural properties commonly studied in polymer
melt simulations are also presented. Fig. 7 shows the plot of the
mean-square displacement of the center of mass of the system (g3)
and that of the middle beads in the chain (g1) on a log—log scale.
The g3 values attain a slope of 1 and maintain a constant value of
1. This is in agreement with characteristic features of fluids, further
indicating the validity of the model.

The mean square end-to-end vectors ((Ry)) and the mean square
radius of gyration ((Rg)) calculated from the trajectory for polymer
chains are shown in Fig. 7. As expected, both these values are varying
with time but the moving averages of both quantities maintain a
constant value. Further, the ratio of (Ry)/ (Rgp) Is about 6, as expected
of Gaussian chains.

The systems discussed above were either discrete rigid-body sim-
ulations or systems with holonomic constant bond length constraint
in NVE ensembles. The simulations indicate good energy conserva-
tion even with increased timestep size. The structural properties cal-
culated from these simulations agree with the traditional values ob-
tained from the literature. In the following the simulation of systems
with coupled rigid bodies where the bodies are rigid aggregates of
atoms is discussed.

5.5. Calmodulin (1CLL) simulations

Calmodulin (CaM) is an example of a protein that undergoes
changes in conformation as reported in [50-52]. CaM is a ubiquitous,
calcium-binding protein that can bind to and regulate a multitude
of different protein targets, thereby affecting many different cellu-
lar functions. CaM is also known to have interactions with a wide
variety of proteins including kinases and cyclases.
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Fig. 7. Structural properties of long time polymer melt simulations.

Fig. 8. The C-terminal region calmodulin.

A representation of the protein is shown in Fig. 8. It shows
the C-terminal region of the protein. Both the C- and N-terminals
have two helices in what is called the E-F motif. The protein is
known to have two conformations, open and closed. In the open
conformation, the helices are oriented nearly perpendicular to each

Normalized Energy of 1CLL over a long simulation
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Fig. 9. Energy plot of long time simulation of coarse-grained calmodulin protein.

other, while in the closed conformation, these helices are nearly
anti-parallel.

Studies on the relative orientation of the N- and C-terminal do-
mains have indicated that these domains manifest rigid-body behav-
ior and [50] gives a good coarse-grained model of the protein where
the o helices and f§ strands are treated as rigid bodies. In the loops,
the peptide planes are also treated as rigid bodies.

A similar coarse-graining strategy has been used in simulations
reported here. The system consists of about 1100 atoms and was en-
closed in a cubic simulation box of length 1004 using non-periodic
or shrink-wrap boundary conditions. The interactions were modelled
using Lennard-Jones potentials and long-range Coulombic interac-
tions were modelled using the CHARMM [53] force field. The implicit
solvent version of the CHARMM force field was used in lieu of an
explicit model. A timestep of 10fs was used in the Lobatto integra-
tion scheme. The potential energy of the initial configuration of the
system was minimized using the minimizer in LAMMPS [35] with a
tolerance of 10~4. The results of a 1ns simulation of the C-terminal
of the protein in NVE ensemble are presented here.

The 1ns simulation evidenced a good energy conservation with
a timestep of 10fs. Fig. 9 shows the fluctuations in the total energy
of the system. The energy has been normalized by the mean energy
value over the duration of the simulation. As can be observed, the
total energy of the system remains fairly conserved with less than
3% variation in the energy.

The conformational motion of the protein is well depicted in the
changes in the ¢—s torsional angles. Fig. 10 presents the Ramachan-
dran plot. The plot shows the variations of the ¢—y angles during
the entire simulations with the ¢ and i angles running along the
horizontal and vertical axes, respectively, from 180° to —180°. The
Ramachandran plot shows three distinct domains of motion shown
by the blue smears. These correspond to the relative motion between
the « helices, between the f strands and in the loop domains.

The root mean squared displacements (RMSD) variations of the ¢
and ¥ angles at each residue are shown in Fig. 11. The residues with
variations in the angles, correspond to the residues in the C-term
loop, between the helices and the loops, the loops and the strands
and the N-term loop. The residues where there are no changes in the
angles are the ones which are constrained into rigid bodies. The plots
show separate regions, corresponding to the constrained residues.
These corresponds to o-helix 1, the first  strand, helices 2 and 3,
the second f§ strand and the «-helix 4, respectively. Though the plots
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Fig. 10. ¢ plot of long time simulation of coarse-grained calmodulin protein.

show large localized variations in conformation with as much as 70°
variation in angles, the simulation is not able to depict the transi-
tion between the open and closed conformations. This is expected as
the time-scale of the simulation is smaller than the transition time-
scale (milliseconds). Further, the simulation presented here is only
for validating the method and does not include the physically signif-
icant hydrophobic surfaces [50] which are expected to initiate the
transition.

The per residue B factors for the C-terminal of CaM obtained from
the simulation and the theoretical values are plotted in Fig. 12. The
B factors were calculated using the relationship [54]

_ 872

B= 2"
3

(An?) (22)
where ((Ar)?) is the mean square of the displacement of C, atoms
averaged over the trajectory. The magnitude of the B factors ob-
tained are smaller than the theoretical values. This can be attributed
to the coarse graining of the model, the absence of physically im-
portant Ca™ and hydrophobic surfaces [50] and the short time-scale
of the simulation. However, the overall trends in the B factor are in
agreement with the theoretical values and indicate the validity of
the conformational motion.

Fig. 13 shows the contact map of the protein while Fig. 14 RMSD
of the protein during the simulation. The contact map shows the
average Cy inter-residue distance during the course of the simulation
and is in agreement with a similar plot shown in [55]. A black colored
square corresponds to a 0.0a distance indicating near neighbors or
at contact distance, white squares correspond to distances greater
than 104, while the gray ones indicate distance between 0 and 10 4.
The plot shows a clear backbone of the protein shown along the
diagonal, and also the interactions between different residues shown
in gray in the off-diagonal squares. Similarly, the RMSD plot shows
that the protein undergoes conformational displacement to attain
a different configuration than the starting configuration and is in
agreement with a similar plot in [52].

Finally, Fig. 15 shows the spectral plot of the simulation in loga-
rithmic scale. As expected, the plots show dominant low frequency
motion corresponding to the orientational changes between the
helices and the strands. It also shows low amplitude minor con-
tributions from intermediate frequencies corresponding to the
inter-residue movement in the loops where only the peptide
planes are constrained as rigid bodies. This is a finer scale model
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Fig. 11. Per residue ¢ and y angle plot of long time simulation of coarse-grained
calmodulin protein.
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Fig. 12. Comparison of B-factor calculated for calmodulin.
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Fig. 13. Inter-residue contact map of long time simulation of coarse-grained calmod-
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Fig. 15. Spectral plot of long time simulation of coarse-grained calmodulin protein.

Fig. 16. Coarse-grained ribosomal protein L7/L12.

compared with the rigid helices and strands and hence exhibits
some intermediate frequency motion.

5.6. C-terminal of ribosomal protein L7/L12

In this section, simulation studies of the C-terminal fragment of
the L7/L12 ribosomal protein (1CTF) are presented. The C-terminal
end of the protein has interesting functional aspects, including effi-
cient polypeptide synthesis in bacteria. It has been shown [56] that
this protein exhibits low frequency motion which appears as a fluc-
tuation of relatively large amplitude between the alpha helices and
the beta strands. This low frequency motion can be characterized
as rigid-body motion as the residues in the corresponding domains
show highly correlated motion.

The C-terminal fragment of the protein is well folded, with sec-
ondary structures accounting for approximately 76% of its structure.
This secondary structure consists of three « helices and two f strand
domains. Fig. 16 shows the topology of the protein fragment in the
cartoon representation where the topology consists of  strand 1,
o helices 1 and 2, f§ strand 2 and finally the « helix 3. The C-term
consists of 64 residues and in simulations reported here, the system
is substructured into 31 small rigid bodies with hinges at the ¢ or
Y angles. The simulation is monitored for energy conservation and
preservation of essential dynamics.

Fig. 17 shows the fluctuations in the total energy of the system
for a 1ns simulation carried out with a 10fs integration timestep.
Here too, the energy has been normalized with respect to the mean
energy value for the entire simulation. As can be observed from the
figure, the simulation results in good energy conservation with about
2% variation in energy.

As with the previous test case, the conformational variations of
the protein are studied using the Ramachandran plot and the per
residue ¢ and y angle plots. Fig. 18 shows the Ramachandran plot,
where the relative motion between the residues are plotted on the
¢-y angle scale, which is in agreement with the comparable plot
presented in [57]. The smear of the dots on the plot shows the vari-
ations of respective pairs of the ¢— angles.

The plot clearly evidences relative motion between the residues
in and off the secondary structures. Note that the data points shown
by single points (i.e. not smeared) correspond to angles which are
held constant due to coarse graining used in the model. This is further
analyzed in Fig. 19 which shows the RMSD variations in the ¢ and
angles at each residue in the system. The plots clearly separate the
regions corresponding to the secondary structures. In contrast with
the corresponding Fig. 11 for the CaM simulation, this plot shows a
relatively large domain where the RMSD values remain at zero. This
is because a large number of residues are contained in the secondary
structure which accounts for about 76% of the C-term. The plots
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Fig. 17. Energy plot of long time simulation of coarse-grained ribosomal protein
L7/L12.
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Fig. 18. ¢- plot of long time simulation of coarse-grained ribosomal protein.

show variations of about 20° which indicate localized motion. There
are no discontinuous changes in the angle values indicating that the
simulation does not suffer from abrupt conformational changes.

Fig. 20 shows the spectral plot of the simulation in logarithmic
scale. The dominant motion is captured by the low frequency peak
at about 5cm~1. This corresponds to the motion between the he-
lices and the beta-strands as has been reported in various previous
studies. However, the plot also shows relatively smaller, yet distinct
domains of low amplitude relatively higher frequency motion com-
ponents. These correspond to the localized vibrations in the residues
not contained in the secondary structure. As observed in the Ra-
machandran plot and the per residue ¢—y RMSD plots, there are sev-
eral ¢ angle variations which do not correspond to the secondary
structure motion. The spectral plot presented here clearly shows the
dominant low frequency mode of motion and is in agreement with
results in [46].

Fig. 21 shows the per residue B factors for the protein obtained
from the simulation and the theoretical values. The magnitude of
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Fig. 19. Per residue ¢ and y angle plot of long time simulation of coarse-grained
ribosomal protein.

the B factors obtained are smaller than the theoretical values. How-
ever, the overall trends in the B factors are in agreement with the
theoretical values and supports the validity of the simulated motion.

5.7. RuBisCO

A coarse-grained model of the RuBisCO (ribulose-1, 5-bisphosphate
carboxylase/oxygenase) enzyme was built and tested. RuBisCO is
the primary carbon fixation enzyme in most plants and bacteria. Its
poor specificity and inefficiency represent the bottleneck of carbon
sequestration and the photosynthetic process. Mutations of residues
in the C-terminal region affect the opening/closing rate of the gat-
ing mechanism, which in turn affects the enzyme's performance
(Fig. 22).

The fully atomistic model of the C-terminal of RuBisCO con-
sists of 510 mobile atoms modelled using harmonic bond potentials,
CHARMM angle and dihedral potentials and non-bonding CHARMM
Lennard-Jones and Coulomb force fields with cut offs at 8 and 10.
The remaining atoms are constrained to remain immobile during
the simulation but contribute to the potential acting on the mobile
atoms. In the substructured model, the system consists of 11 rigid
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Fig. 22. Coarse-grained RuBisCO protein.
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Fig. 23. Energy drift plot of long RuBisCO protein simulation.

Fig. 24. Coarse-grained rhodopsin protein.

bodies connected together to form an articulated serial chain topol-
ogy. All atom explicit force calculations are supported by this model.
However, intra-body interactions between the atoms that make up
a rigid body are ignored as these would sum to zero. This is a mod-
est sized problem which is a good one for the validation of this
modelling approach. Using this model, NVE simulations were run for
1.5 ns. Different timesteps were used to determine the drift in en-
ergy as a function of timestep. Fig. 23 shows the fluctuations in the
normalized energy of the system. For the 5fs timestep, the energy
conservation is excellent and even for the 10fs timestep, the energy
conservation is within 1%. Ignoring the intra-body atomistic inter-
actions gives an immediate computational saving. Further, by using
a rigid-body model, a 10-fold larger timestep could be used.
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Energy-time profiles for Rhodopsin NVE simulation
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Fig. 25. Energy results for long time coarse-grained rhodopsin protein simulation.

e
[T

5.8. Rhodopsin

Rhodopsin is a G-protein coupled receptor (GPCR) with known
tertiary structure. It is a prototypical GPCR and a good candidate
for the study of GPCR transduction due to the large body of exper-
imental information available about its structure and function. Its
light-driven photocycle plays an essential role in generating visual
response. In prior studies [58], rhodopsin has been found to exhibit
essentially rigid-body motion between the key secondary structural
units (Fig. 24).

A substructured articulated rigid-body model of the rhodopsin
protein has been developed. This is a fairly large system with the
fully atomistic model consisting of about 5000 atoms. This atomistic
model is substructured into 26 connected rigid bodies that form
an articulated serial chain topology. Similar to what was done with
the RuBisCO model, multiple simulations of the rhodopsin model
were performed in the NVE ensemble for 1ns each, with varying
timestep sizes. The simulations showed good energy conservation,
even for the larger timestep simulations. The total number of degrees
of freedom of the system was reduced from about 15000 to 85. This
provided significant computational savings in the calculations of the
force interactions as the intra-body interactions were not calculated.

Further using this model, the results show a stable simulation with
an increase in the timestep size by a factor of 10. The simulations
were monitored for energy conservation. Fig. 25 shows the drift
in the energy during the simulation. A shorter simulation was run
to compare the energy results from the simulations discussed here
against the energy results obtained using a model reported in [58].
As can be seen from the two plots, the energy conservation is very
good with about 2% change in energy for the 1.5 ns simulation at 10 fs
integration timestep. Also, the comparison between the energies of
the two models shows very good agreement with relative error being
about 10~2.

6. Summary

In the above subsections, results from several test cases of using
multibody dynamics algorithms and coarse-grained modelling ap-
plied to MD simulations have been discussed. Two different types
of coarse-grained models have been pursued, viz models with holo-
nomic distance constraints and models with aggregates of atoms in
rigid-body representations. The first model was validated and used
for water simulations, simulations of alkanes and simulations of
bead-spring polymer systems. In these test cases, a relatively finer
scale model is pursued where only the highest frequency content
of the system is constrained. Timesteps of several femtoseconds are
achieved with good energy conservation and retention of structural
properties. The atomistic simulations were stable only with subfem-
tosecond integration timestep. There are no savings obtained in the
force calculations as all the long-range interactions have to be ac-
counted for.

The second type of model is used for modelling and simulating
several protein systems. Because the aggregation model is used in
these simulations, the system refinement is coarser than the previ-
ous models, and the frequency content of the systems is consider-
ably reduced. Consequently stable simulations with preservation of
essential dynamics and conservation of energy were achieved with
integration timesteps an order of magnitude larger than the required
time step for atomistic simulations. The results reported here are for
simulations with a conservative 10fs timestep, an order of magni-
tude increase in comparison with atomistic simulations. Only 2—3%
violation in energy conservation is observed for nanosecond simu-
lations. The conformational statistical results are in agreement with
reference studies cited in literature.

While more aggressive timesteps have been used in the studies
and can definitely be used to get stable simulations, these results
are not shown here. For the results reported here, the bounds on
errors and violation of conservation laws are kept tight. However,
if an analyst were to accept violation in conservation up to 10%,
stable simulations with integration timesteps in the range of 20—40fs
can be achieved. In these models, computational savings are also
achieved from reduction in the number of interaction sites for force
computations.

Fig. 26 shows a plot summarizing variations in error in energy
conservation with increase in integration timesteps as compared
with integration step sizes for stable atomistic simulations for the
various proteins studied here. As can be observed, a speed up of a
factor of 20 can be easily achieved with errors less than 10%. Further,
these simulations were run with fixed timestep integration schemes
where all degrees of freedom of the system are temporally propa-
gated using the same timestep.

The simulation results were monitored for energy conservation
while maintaining a large integration step size. As discussed in the
previous subsections, excellent energy conservation characteristics
were obtained despite the larger integration step and the use of a
non-symplectic integration scheme. In some cases, the thermody-
namic and structural properties were calculated and conformational
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Plot of Error Vs Speed up for Different Proteins
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Fig. 27. Speedup obtained in simulating various systems studied.

analyses of the proteins were carried out. The results indicate good
agreement with the expected essential dynamics of the systems.

The representations of the proteins were developed using VMD
[59] and the theoretical values of the B factors for CaM and ribosomal
were obtained from [60].

Fig. 27 shows the factor of increase in computational speedup
obtained by comparing the average simulation times obtained from
the method discussed here and classical MD simulations. The various
systems were simulated with the same initial conditions using sim-
ilar two-step temporal integration schemes. The values depicted in
the figure are averaged over three different simulations of 1 ns each.

The timesteps for the different simulations were chosen to result
in comparable bounds in energy drift. Consequently, the MD simu-
lations were run with a smaller timestep as compared to the coarse-
grained simulations. For example, the rhodopsin simulation was run
with a timestep of 1fs with classical MD, while a timestep of 10fs
was used with the coarse-grained method.

The figure shows the results for two different kinds of systems,
coarse-grained alkanes simulation and simulation of proteins. As can
be observed, the speed up obtained from the alkanes simulations
on a single processor is about a factor of 5. The speedup obtained

for the proteins is about a factor of 10. The coarse-grained model of
the alkanes is of a finer resolution than the proteins. In the alkanes
systems, only the axial vibrations of the atoms were constrained.
In the proteins, the constrained peptide plane corresponds to the
finest level of refinement. Compared to the alkanes, this is a coarser
model and as expected, a larger speedup is obtained in the protein
simulations.

The simulation results presented here were obtained for conser-
vative error norms using a simple two-step integration scheme on a
single processor machine. It is expected that substantial increase in
speedup can be obtained by using MTS algorithms such as the RESPA
and r-RESPA [20], particularly when used with the protein simula-
tions where different levels of coarse graining have been used. For
example, the loops were simulated with constrained peptide planes,
while in the a-helices, several residues could potentially be coarse
grained into a single rigid body. However, using a fixed timestep inte-
grator, the simulation of the whole system proceeds with a timestep
small enough to capture the frequency content of the peptide plane
motion. With an MST scheme, it could be possible to propagate dif-
ferent segments of the system at different time scales, resulting in
improved simulation times.

7. Conclusion

This paper reports a new internal coordinate molecular dynamics
research effort. In this research, an efficient O(n) multibody dynamics
algorithm is used in conjunction with efficient force field calculation
algorithms to simulate coarse-grained molecular dynamics systems.
A review of this algorithm is presented and the software developed
as a part of this research is also briefly discussed. The results from
simulating different materials and biomolecular systems using this
method are presented along with the analysis of the simulation re-
sults. The systems studied in this work include rigid water, coarse-
grained polymer and alkane systems, as well as coarse-grained mod-
els of alanine di-peptide and carboxyl terminals of calmodulin, ribo-
somal, RuBisCo and rhodopsin proteins. The results indicate excel-
lent energy conservation with an integration timestep of an order of
magnitude larger than those achievable with atomistic simulations.
Results of thermodynamic and configurational analysis indicate the
conservation of essential properties of the systems.
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